Lower Klamath and Tulelake NWR LiDAR Processing Metadata
Process step 1 

Process description: 1) LiDAR data are generally delivered in csv ASCII file format, usually as a large number of files representing blocks of data configured spatially as a number of adjoining tiles. These tiles generally contain as many points as can reasonably be processed in terms of file size and computing time (a typical file size might be 100 Mb containing 1.5 million lines). 

2) The csv files have a standard header that may take several forms, but a standard form, as with the current Klamath data set, is C,X,Y,Z, I where: C = Classification (This varies with the project but here 1= 1st return, 2= ground) X = X coordinate Y = Y coordinate Z = elevation value I = intensity of return (helpful for mapping purposes and classification of vegetation) It is important to check that XYZ values are all in the same units, or at least make a note if they are different. 

3) These csv files need to be converted to a format usable by ArcGIS - namely feature class layers and grids or TINS. The first step usually is to create an "event" layer which is created by providing ArcMap with instructions on which values to use for the x,y,z coordinates, which coordinate system and what projection/datum. Once this event layer has been created, the data can be exported to shapefile or geodatabase (GDB) format, or it can be converted directly to ESRI grid format (the xy event layer format is really good only for visualizing the data; not for using it). Although the GDB format provides more sophistication and versatility than the shapefile format, when large numbers of data are involved, shapefiles are simpler and perform faster than GDB files. Converting directly to grid is OK as long as you will have no further use for the point files - but this may not be always be case and for the Klamath project the point files can serve a useful purpose, as will be seen later. 

4) Once the point feature layers have been created, the next step is to convert them into ESRI grid format. ESRI grids are much more efficient than shapefiles and can be manipulated and processed at far higher speeds (for example, the csv data files for Lower Klamath alone comprise 7.7 Gbytes; the equivalent shapefiles three times that, but the equivalent grid occupies only 1.94 Gbytes (a project the size of Klamath could not be accomplished without the use of grids). However, the creation of grids presents challenges of its own. 

5) Because we are creating numerous individual grids that eventually will be mosaiced together to form a larger grid, it is important that they all line up properly with each other, with each pixel of one grid being properly aligned with its neighbor in the adjoining grid - no gaps, overlaps, or displacement. We can accomplish this be creating a "snap raster", a base raster to which every other raster in the project will be "snapped" and hence properly aligned. However, the "snap to raster" command in ArcMap currently has a bug such that when one raster is snapped to another, instead of the lower left corner of the grid snapping to the lower left corner of a pixel (as it should), it actually snaps to the center of a pixel in the snap raster. We therefore have to compensate for this anomaly by creating a snap raster that is half a pixel displaced from the proper alignment - in the case of Klamath, 0.5 m east and 0.5 m north. 

6) The next idiosyncrasy to be aware of is that with the "nearest neighbor" function being the only practical interpolation method to convert points to raster, it always interpolates only to and between the outermost points of the input dataset. Thus, if there is no data point in a corner of the grid being created, that grid pixel will be left as a no-data value because the interpolation routine has no nearest neighbor to interpolate to. Thus when adjoining grids are mosaiced together, blank islands of no-data values can sometimes be found in the corners, at the grid interstices, or along the boundaries. Where two adjoining areas encompass a body of water, data points may be missing on both sides along a boundary, resulting in anomalous interpolated values, often with the appearance of a "wall" in shaded relief. To contour this without remedying the anomaly results in erroneous topography. 

7) Once the grid has been mosaiced (this may have to be accomplished in a series of successive mosaicing steps, depending on the computer's memory configuration), check to see if any no data zones occur as described in 6) above. If they exist, use the "nibble" function in Spatial Analyst to fill the voids with nearest neighbor values. "Nibble" works only on integer grids so your floating point grids must first be converted (and remember to multiply by 100 to preserve the decimal point). 

8) First however, the outer limit of the desired project area should be delineated as a polygon file to be used as a spatial mask to ensure that cells beyond the project boundary remain as no-data values during the next step. 

9) This "nibble" process requires converting the mosaic to an integer grid and converting the no-data values to a numeric value (say zero). Nibble allows selected areas of the input raster [ingrid] (the areas corresponding to areas of NoData in the mask raster [maskgrid]) to be assigned the value of their nearest neighbor according to Euclidean distance. First, the function determines all areas in the [maskgrid] with the value NoData and then the corresponding areas in the [Ingrid] are nibbled. 

10) Once this base grid is completed, the next step is to create the grids representing those areas needing to be interpolated separately within the "breaklines" as discussed previously in the Introduction. This requires, as a first step, establishing the breaklines, which in this case are the shorelines of the lakes, ponds and flooded units, as well as the water levels in the various canals and drains throughout the refuge. 

11) For convenience we will create 2 separate "water" grids: the first will be one that represents all the large water surfaces that are nominally level (ponds, lakes); the second will be a surface that represents the canals/drains and which may have sloping water surfaces by virtue of the change in elevation of the water surface over its length. 

12) To create these breaklines a combination of techniques may have to be employed: a. The first and easiest is to digitize a line at the break in slope between the water surface and the containing ground surface; b. Where the break in slope is not obvious, because no change of slope actually exists, the edge of the wetted surface can often be discerned on the "hillshaded" DTM as a distinct change in texture of the surface (ground has a "fabric" like texture to it whereas water has a smooth, almost shiny appearance); c. As a third approach, the LiDAR data points themselves can be used as a guide to determining what is water and what is not. Generally, LiDAR returns are absent on water surfaces (though this is not the case immediately under the aircraft and for some distance on either side), so "holes" in the data can be interpreted as water. However, care must be exercised because areas of dense vegetation may also appear as gaps in the data coverage if non-ground LiDAR points have been removed from the data set. If the LiDAR points are color-coded according to their intensity values, values of less than 100 will often be from water or wet ground. (NB the exception to this rule about low intensity values which does not apply immediately under the aircraft). d. Finally, when awkward circumstances prevail, and it is difficult to tell where the interface lies, a combination of these techniques will usually resolve the ambiguities. 

13) Once the breaklines have been established, it is time to create the grids, but a different approach is required for each type. Before describing the necessary steps, a couple of comments about the anticipated grid merge. Because no grid integration is perfect, two anomalous conditions can arise after the merge: a. The water is higher than it should be and so there is a step down to the adjoining land surface (not a good thing when it comes to contouring the terrain); or b. The water is lower than is should be and there is a step up to the surrounding ground surface (not as bad a situation as in a. but it can cause an uncomfortable crowding of contours, depending on the height difference). In order to avoid these situations, we can establish a buffer or transition zone between the water and the ground within which we will select for every grid cell that value which is the greater of the water elevation or the ground elevation: this results in a smooth transition of the slope for contouring purposes. Once the shoreline breaklines are completed, we will make some adjustments to accommodate this transition zone. 

14) First, for each class of water body we will create a derivative polygon file. The large water bodies should be given an internal buffer equivalent to about 5 m, and the canals an internal buffer of 10% of their width (for a 20% reduction in width). 
15) Now we will extract the elevation values for these water polygons which are going to be converted into grids (this does NOT apply to the long canals, we need a different approach for them). Using the internally buffered polygon file, convert it into a 3D polylineZ file by deriving the elevation from the underlying DEM (we use the internally buffered file because it will lessen the likelihood of collecting high values from the neighboring ground. Create 5 new fields in the FAT for high, mean, low, range (mean-low) and elevation. Next populate these fields using the field calculator to extract the appropriate z-value for each field. It is likely that some anomalously high maximum z-values will skew the distribution if the digitizing has captured some high ground, but the difference between the mean value and the low value should be very close. Actual (true) elevation will ideally be the mean value. If there is a big ? for an important water body, probably it should be checked for errors. 
16) Now, using the internal buffer polygon file, create an external buffer file with a 5 m buffer for the large water bodies and long canals and a 2 m buffer for the skinny canals. 
17) Using the polygons generated in 15) as a mask in Spatial Analyst (SA), convert the polygons to a raster with the elevation value as the grid value. 
18) Using the polygons generated in 16) as a mask in Spatial Analyst (SA), convert the polygons to a raster with the elevation value as the grid value. Using the mask created in 8) and setting the spatial extent in the SA options to the extent of the DEM, convert all NoData values to 0. We do this because later we will want a process to select the larger of two elevation values (one of which will be zero). 
19) For the long canal/s, we will create/interpolate a refuge-wide surface representing the water in the long canals from which we will "cookie-cut" the canal water surfaces using the appropriate polygons. The points for this interpolation are selected from those LiDAR points that fall on the canal water surface immediately under the aircraft flight lines. The mean value for each set of points should be applied to a single point that represents the elevation of the water in the canal at that location. Each point should be copied and off-set laterally to locate the edge to which the interpolation will extend, which should be to a point beyond the ultimate edge of the canal. If 2 or more canals parallel one another, each containing water flowing at a different elevation, then it is important that the points be positioned tightly so as to ensure that the inflection from one canal surface to the adjoining one does not encroach on either of the water surfaces. 
20) Once this surface has been created, use the internal buffer and the external buffer polygon files described in 16) above to clip out raster surfaces representing the long canals. 
21) The next and final step in the raster creation process is to merge the newly created rasters representing the water bodies and canals with the original master grid. Because there are 3 separate water rasters (water bodies, skinny canals, and long canals), there will be 3 sequential merge operations: The equations for the raster calculator will look something like the following: a. [finalgrid1] = merge([waterbody_i], [max([waterbody_e], [DEM]) b. [finalgrid2] = merge([canal_i], [max([canal_e], [finalgrid1])) 
22) Create a hillshade of this final grid and inspect it to ensure that you have gotten the anticipated results. 
23) Convert the elevations of this grid in meters to feet. 
24) Use SA to generate contours from [finalgrid_ft] at 1 foot intervals. 
25) Create a new field in the FTAB called "Length" and populate the field with the length of the contour lines. Select those less than 50 m in length and remove them from the data set. 
26) Generalize the contour data set using a generalize tolerance of 0.3 
27) Inspect the contour lines for anomalous behavior. 
28) In some case along the tops of dikes LiDAR data points striking vegetation may have been removed and an interpolated surface is biased in favor of the surrounding flat ground. The contours may need to be interpolated manually in these "scalped" areas to properly reflect the prevailing topography. 
29) QA/QC
Process software and version: ArcMap/Spatial Analyst
Process date: July 2006 

Sources

Source 1: (Terra Remote Sensing (TRSI)) 

Media: CD-ROM
Scale denominator: 1 meter GSD
Contribution: The LiDAR survey performed by TRSI utilized a proprietary LiDAR system mounted in a fixed wing aircraft. The data collection specifications reported by TRSI, is as follows: flying height 1000 +/-25 meters, scan angle 29 degrees (58 degrees or 1108 meter swath), laser pulse rate 50 kHz, overlap 48.5%, and spot spacing (density) 1.4 per square meter. See TSRI for additional details and system calibration report.
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